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Question No : 1  

Big data is often defined as the ability to derive new insights from data that has scaled up along three 

axes known as the three v’s. Which of the following is the fourth v? (Hint: It has something to do with the 

uncertainty.)  

 

A. volume  

 

B. variety  

 

C. velocity  

 

D. veracity  

 

Answer: C  

 

 

Question No : 2  

Which of the following is NOT a typical Service Level Agreement (SLA) metric?  

 

A. Abandonment rate  

 

B. Average speed to answer  

 

C. Time service factor  

 

D. Average response time  

 

Answer: D  

 

 

Question No : 3  

A company has to design a new data system. They will need to support several OLTP applications. Every 

three days a batch job will run to load specific data into a set of 10 large tables (with historical data) where 

OLAP analytics will be performed. Performance for both OLTP and OLAP queries is important. Which of 

the following designs would you suggest to the company?  

 

A. Use a NoSQL data store such as MongoDB or Cloudant on the cloud to provide needed scalability  

 

B. Use DB2 Data Partition Feature (DPF), partitioning all tables into different partitions  
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C. Use DB2 Data Partition Feature (DPF), only partitioning the 10 tables where Analytics will be run  

 

D. Use DB2 with BLU Acceleration, use columnar store for the 10 tables where Analytics will be run  

 

Answer: D  

 

 

Question No : 4  

The programming model for client developers will hide the complexity of interfacing to legacy systems” is 

an example of which of the following?  

 

A. A use case  

 

B. An architectural decision  

 

C. A client imperative  

 

D. An empathy statement  

 

Answer: B  

 

 

Question No : 5  

A bank wants to build a system that tracks all ATM and online transactions in real-time. They want to build 

a personalized model of their customer’s financial activity by incorporating enterprise data as well as 

social media data. The system must be able to learn and adapt over a period of time. These personalized 

models will be used for real time promotions as well as for any fraud or crime detections. Given these 

requirements, which of the following would recommend?  

 

A. Spark  

 

B. Hadoop  

 

C. Cloudand  

 

D. Netezza  

 

Answer: D  

 

 

Question No : 6  

The AQL query language is the easiest and most flexible tool to pull structured output from which of the 

following?  
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A. Hive data structures  

 

B. Unstructured text  

 

C. Hbase schemas  

 

D. JDBC connected relational data marts  

 

Answer: A  

 

 

Question No : 7 

Which of the following statements regarding SPSS is TRUE?  

 

A. SPSS software provides a security framework  

 

B. SPSS analytics are primarily accessed through a scripting language  

 

C. SPSS models can only be applied to data at rest  

 

D. SPSS can directly use BigR syntax such as “bigr.list”  

 

Answer: A  

 

 

Question No : 8  

Which of the following statements is TRUE regarding cloud applications?  

 

A. Migrating a legacy application to the cloud is a simple solution to drive down cost  

 

B. Architecting and deploying a scalable cloud application requires a private cloud implementation  

 

C. To be truly elastic, a cloud application must be tightly coupled to the physical cloud environment  

 

D. Leveraging a private vs. public cloud may result in sacrificing some of the core advantages of cloud 

computing  

 

Answer: B  

 

 

Question No : 9  

GPFS is recommended when additional levels of control are required. Which of the following 

requirements can only be supported by GPFS?  
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A. There is a requirement where logical isolation and physical isolation need to be supported  

 

B. There is a requirement for separate clusters for analytics and databases  

 

C. There is a need to support placing a MapReduce split on one local disk  

 

D. There is a need to run the NameNode in a separate high availability environment  

 

Answer: A  

 

 

Question No : 10  

Which of the following statements regarding Big R is TRUE?  

 

A. Unless specified otherwise, Big R automatically assumes all data to be integers  

 

B. Big R’s ‘bigr.frame’ is equivalent to R’s ‘data.frames’  

 

C. When you execute Big R “apply” function, Big R transparently extracts data out of HDFS into the Big R 

engine  

 

D. A data analyst using Big R employs MapReduce programming principles  

 

Answer: A  

 

 

Question No : 11  

It’s helpful to look at the characteristics of big data along certain lines – for example, how the data is 

collected, analyzed and processed. There are many characteristics to consider. Which one of the 

following is NOT a characteristic that should be considered?  

 

A. Data frequency and size  

 

B. Software  

 

C. Data source  

 

D. Processing methodology  

 

Answer: B  

 

 

Question No : 12  
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Company K is designing their Big Data system. In their enterprise, they anticipate every 9 months there 

will be a big spike of new data on the order of multiple TB. Their company policy also dictates that data 

older than one year will be archived with a major clean up every 5 years. Cost is also a big issue. Which of 

the following provides the best design for these requirements?  

 

A. Estimate the peak volume over a 5 year period and set up a Hadoop system with commodity HW and 

storage to accommodate that volume  

 

B. Estimate the peak volume over a 3 year period and set up a Hadoop system with NAS to accommodate 

the expected volume  

 

C. Use Cloud elasticity capabilities to handle the peak and valley data volume  

 

D. Use SAN storage with compression to handle the peak and valley data volume  

 

Answer: A  

 

 

Question No : 13  

Which of the following is a key consideration when determining the potential use of Models in Big Data 

Deployments?  

 

A. Stability of schema  

 

B. Level of Information Processing  

 

C. Ownership/Governance  

 

D. All of the above  

 

Answer: B  

 

 

Question No : 14  

You are asked to provide deep analytics from existing historical data to score new high volume incoming 

live data with low latency in real time. Which of the following would you suggest?  

 

A. SPSS Modeler with InfoSphere Streams  

 

B. InfoSphere DataStage with InfoSphere Streams  

 

C. Hive with MapReduce  
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