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Your company wants to migrate an Oracle-based application to Google Cloud. The
application team currently uses Oracle Recovery Manager (RMAN) to back up the
database to tape for long-term retention (LTR). You need a cost-effective backup and
restore solution that meets a 2-hour recovery time objective (RTO) and a 15-minute
recovery point objective (RPO). What should you do?

 
A. Migrate the Oracle databases to Bare Metal Solution for Oracle, and store backups on
tapes on-premises. 
B. Migrate the Oracle databases to Bare Metal Solution for Oracle, and use Actifio to store
backup files on Cloud Storage using the Nearline Storage class. 
C. Migrate the Oracle databases to Bare Metal Solution for Oracle, and back up the Oracle
databases to Cloud Storage using the Standard Storage class. 
D. Migrate the Oracle databases to Compute Engine, and store backups on tapes on-
premises. 

 
Answer: C

 

 

You are building an application that allows users to customize their website and mobile
experiences. The application will capture user information and preferences. User profiles
have a dynamic schema, and users can add or delete information from their profile. You
need to ensure that user changes automatically trigger updates to your downstream
BigQuery data warehouse. What should you do?

 
A. Store your data in Bigtable, and use the user identifier as the key. Use one column
family to store user profile data, and use another column family to store user preferences. 
B. Use Cloud SQL, and create different tables for user profile data and user preferences
from your recommendations model. Use SQL to join the user profile data and preferences 
C. Use Firestore in Native mode, and store user profile data as a document. Update the
user profile with preferences specific to that user and use the user identifier to query. 
D. Use Firestore in Datastore mode, and store user profile data as a document. Update the
user profile with preferences specific to that user and use the user identifier to query. 

 
Answer: A

 

 

You are configuring a brand new PostgreSQL database instance in Cloud SQL. Your
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application team wants to have an optimal and highly available environment with automatic
failover to avoid any unplanned outage. What should you do?

 
A. Create one regional Cloud SQL instance with a read replica in another region. 
B. Create one regional Cloud SQL instance in one zone with a standby instance in another
zone in the same region. 
C. Create two read-write Cloud SQL instances in two different zones with a standby
instance in another region. 
D. Create two read-write Cloud SQL instances in two different regions with a standby
instance in another zone. 

 
Answer: C

 

 

Your company has PostgreSQL databases on-premises and on Amazon Web Services
(AWS). You are planning multiple database migrations to Cloud SQL in an effort to reduce
costs and downtime. You want to follow Google-recommended practices and use Google
native data migration tools. You also want to closely monitor the migrations as part of the
cutover strategy. What should you do?

 
A. Use Database Migration Service to migrate all databases to Cloud SQL. 
B. Use Database Migration Service for one-time migrations, and use third-party or partner
tools for change data capture (CDC) style migrations. 
C. Use data replication tools and CDC tools to enable migration. 
D. Use a combination of Database Migration Service and partner tools to support the data
migration strategy. 

 
Answer: B

 

 

You manage a meeting booking application that uses Cloud SQL. During an important
launch, the Cloud SQL instance went through a maintenance event that resulted in a
downtime of more than 5 minutes and adversely affected your production application. You
need to immediately address the maintenance issue to prevent any unplanned events in
the future. What should you do?

 
A. Set your production instance's maintenance window to non-business hours. 
B. Migrate the Cloud SQL instance to Cloud Spanner to avoid any future disruptions due to
maintenance. 
C. Contact Support to understand why your Cloud SQL instance had a downtime of more
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than 5 minutes. 
D. Use Cloud Scheduler to schedule a maintenance window of no longer than 5 minutes. 
 
Answer: B

 

 

During an internal audit, you realized that one of your Cloud SQL for MySQL instances
does not have high availability (HA) enabled. You want to follow Google-recommended
practices to enable HA on your existing instance. What should you do?
 
A. Create a new Cloud SQL for MySQL instance, enable HA, and use the export and
import option to migrate your data. 
B. Create a new Cloud SQL for MySQL instance, enable HA, and use Cloud Data Fusion
to migrate your data. 
C. Use the gcloud instances patch command to update your existing Cloud SQL for MySQL
instance. 
D. Shut down your existing Cloud SQL for MySQL instance, and enable HA. 
 
Answer: A

 

 

You released a popular mobile game and are using a 50 TB Cloud Spanner instance to
store game data in a PITR-enabled production environment. When you analyzed the game
statistics, you realized that some players are exploiting a loophole to gather more points to
get on the leaderboard. Another DBA accidentally ran an emergency bugfix script that
corrupted some of the data in the production environment. You need to determine the
extent of the data corruption and restore the production environment. What should you do?
(Choose two.)

 
A. If the corruption is significant, use backup and restore, and specify a recovery
timestamp. 
B. If the corruption is significant, perform a stale read and specify a recovery timestamp.
Write the results back. 
C. If the corruption is significant, use import and export. 
D. If the corruption is insignificant, use backup and restore, and specify a recovery
timestamp. 
E. If the corruption is insignificant, perform a stale read and specify a recovery timestamp.
Write the results back. 
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Answer: B,E

 

 

You are managing two different applications: Order Management and Sales Reporting.
Both applications interact with the same Cloud SQL for MySQL database. The Order
Management application reads and writes to the database 24/7, but the Sales Reporting
application is read-only. Both applications need the latest data. You need to ensure that the
Performance of the Order Management application is not affected by the Sales Reporting
application. What should you do?
 
A. Create a read replica for the Sales Reporting application. 
B. Create two separate databases in the instance, and perform dual writes from the Order
Management application. 
C. Use a Cloud SQL federated query for the Sales Reporting application. 
D. Queue up all the requested reports in PubSub, and execute the reports at night. 
 
Answer: C

 

 

Your organization has a security policy to ensure that all Cloud SQL for PostgreSQL
databases are secure. You want to protect sensitive data by using a key that meets specific
locality or residency requirements. Your organization needs to control the key's lifecycle
activities. You need to ensure that data is encrypted at rest and in transit. What should you
do?

 
A. Create the database with Google-managed encryption keys. 
B. Create the database with customer-managed encryption keys. 
C. Create the database persistent disk with Google-managed encryption keys. 
D. Create the database persistent disk with customer-managed encryption keys. 

 
Answer: D

 

 

Your team recently released a new version of a highly consumed application to
accommodate additional user traffic. Shortly after the release, you received an alert from
your production monitoring team that there is consistently high replication lag between your
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primary instance and the read replicas of your Cloud SQL for MySQL instances. You need
to resolve the replication lag. What should you do?
 
A. Identify and optimize slow running queries, or set parallel replication flags. 
B. Stop all running queries, and re-create the replicas. 
C. Edit the primary instance to upgrade to a larger disk, and increase vCPU count. 
D. Edit the primary instance to add additional memory. 
 
Answer: C

 

 

Your company is using Cloud SQL for MySQL with an internal (private) IP address and
wants to replicate some tables into BigQuery in near-real time for analytics and machine
learning. You need to ensure that replication is fast and reliable and uses Google-managed
services. What should you do?

 
A. Develop a custom data replication service to send data into BigQuery. 
B. Use Cloud SQL federated queries. 
C. Use Database Migration Service to replicate tables into BigQuery. 
D. Use Datastream to capture changes, and use Dataflow to write those changes to
BigQuery. 

 
Answer: D

 

 

Your team is building a new inventory management application that will require read and
write database instances in multiple Google Cloud regions around the globe. Your
database solution requires 99.99% availability and global transactional consistency. You
need a fully managed backend relational database to store inventory changes. What
should you do?
 
A. Use Bigtable. 
B. Use Firestore. 
C. Use Cloud SQL for MySQL 
D. Use Cloud Spanner. 
 
Answer: C
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Your organization is running a low-latency reporting application on Microsoft SQL Server.
In addition to the database engine, you are using SQL Server Analysis Services (SSAS),
SQL Server Reporting Services (SSRS), and SQL Server Integration Services (SSIS) in
your on-premises environment. You want to migrate your Microsoft SQL Server database
instances to Google Cloud. You need to ensure minimal disruption to the existing
architecture during migration. What should you do?

 
A. Migrate to Cloud SQL for SQL Server. 
B. Migrate to Cloud SQL for PostgreSQL. 
C. Migrate to Compute Engine. 
D. Migrate to Google Kubernetes Engine (GKE). 

 
Answer: B

 

 

You are designing a database architecture for a global application that stores information
about public parks worldwide. The application uses the database for read-only purposes,
and a centralized batch job updates the database nightly. You want to select an open
source, SQL-compliant database. What should you do?

 
A. Use Bigtable with multi-region clusters. 
B. Use Memorystore for Redis with multi-zones within a region. 
C. Use Cloud SQL for PostgreSQL with cross-region replicas. 
D. Use Cloud Spanner with multi-region configuration. 

 
Answer: C

 

 

Your company is migrating their MySQL database to Cloud SQL and cannot afford any
planned downtime during the month of December. The company is also concerned with
cost, so you need the most cost-effective solution. What should you do?

 
A. Open a support ticket in Google Cloud to prevent any maintenance in that MySQL
instance during the month of December. 
B. Use Cloud SQL maintenance settings to prevent any maintenance during the month ofD
ecember. 
C. Create MySQL read replicas in different zones so that, if any downtime occurs, the read

Question No : 13

Question No : 14

Question No : 15

7

Google GCP-Cloud-Database-Engineer : Practice Test



replicas will act as the primary instance during the month of December. 
D. Create a MySQL regional instance so that, if any downtime occurs, the standby instance
will act as the primary instance during the month of December. 

 
Answer: B

 

 

You work for a financial services company that wants to use fully managed database
services. Traffic volume for your consumer services products has increased annually at a
constant rate with occasional spikes around holidays. You frequently need to upgrade the
capacity of your database. You want to use Cloud Spanner and include an automated
method to increase your hardware capacity to support a higher level of concurrency. What
should you do?

 
A. Use linear scaling to implement the Autoscaler-based architecture 
B. Use direct scaling to implement the Autoscaler-based architecture. 
C. Upgrade the Cloud Spanner instance on a periodic basis during the scheduled
maintenance window. 
D. Set up alerts that are triggered when Cloud Spanner utilization metrics breach the
threshold, and then schedule an upgrade during the scheduled maintenance window. 

 
Answer: C

 

 

Your organization is currently updating an existing corporate application that is running in
another public cloud to access managed database services in Google Cloud. The
application will remain in the other public cloud while the database is migrated to Google
Cloud. You want to follow Google-recommended practices for authentication. You need to
minimize user disruption during the migration. What should you do?

 
A. Use workload identity federation to impersonate a service account. 
B. Ask existing users to set their Google password to match their corporate password. 
C. Migrate the application to Google Cloud, and use Identity and Access Management
(IAM). 
D. Use Google Workspace Password Sync to replicate passwords into Google Cloud. 

 
Answer: C
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You are using Compute Engine on Google Cloud and your data center to manage a set ofM
ySQL databases in a hybrid configuration. You need to create replicas to scale reads and
to offload part of the management operation. What should you do?

 
A. Use external server replication. 
B. Use Data Migration Service. 
C. Use Cloud SQL for MySQL external replica. 
D. Use the mysqldump utility and binary logs. 

 
Answer: B

 

 

You are migrating an on-premises application to Google Cloud. The application requires a
high availability (HA) PostgreSQL database to support business-critical functions. Your
company's disaster recovery strategy requires a recovery time objective (RTO) and
recovery point objective (RPO) within 30 minutes of failure. You plan to use a Google
Cloud managed service. What should you do to maximize uptime for your application?

 
A. Deploy Cloud SQL for PostgreSQL in a regional configuration. Create a read replica in a
different zone in the same region and a read replica in another region for disaster recovery. 
B. Deploy Cloud SQL for PostgreSQL in a regional configuration with HA enabled. Take
periodic backups, and use this backup to restore to a new Cloud SQL for PostgreSQL
instance in another region during a disaster recovery event. 
C. Deploy Cloud SQL for PostgreSQL in a regional configuration with HA enabled. Create a
cross-region read replica, and promote the read replica as the primary node for disaster
recovery. 
D. Migrate the PostgreSQL database to multi-regional Cloud Spanner so that a single
region outage will not affect your application. Update the schema to support Cloud Spanner
data types, and refactor the application. 

 
Answer: C

 

 

Your company wants to migrate its MySQL, PostgreSQL, and Microsoft SQL Server on-
premises databases to Google Cloud. You need a solution that provides near-zero
downtime, requires no application changes, and supports change data capture (CDC).
What should you do?
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A. Use the native export and import functionality of the source database. 
B. Create a database on Google Cloud, and use database links to perform the migration. C.
 Create a database on Google Cloud, and use Dataflow for database migration. 
D. Use Database Migration Service. 
 
Answer: B

 

 

Your organization has a production Cloud SQL for MySQL instance. Your instance is
configured with 16 vCPUs and 104 GB of RAM that is running between 90% and 100%
CPU utilization for most of the day. You need to scale up the database and add vCPUs
with minimal interruption and effort. What should you do?
 
A. Issue a gcloud sql instances patch command to increase the number of vCPUs. 
B. Update a MySQL database flag to increase the number of vCPUs. 
C. Issue a gcloud compute instances update command to increase the number of vCPUs. 
D. Back up the database, create an instance with additional vCPUs, and restore the
database. 
 
Answer: A

 

 

You host an application in Google Cloud. The application is located in a single region and
uses Cloud SQL for transactional data. Most of your users are located in the same time
zone and expect the application to be available 7 days a week, from 6 AM to 10 PM. You
want to ensure regular maintenance updates to your Cloud SQL instance without creating
downtime for your users. What should you do?
 
A. Configure a maintenance window during a period when no users will be on the system.
Control the order of update by setting non-production instances to earlier and production
instances to later. 
B. Create your database with one primary node and one read replica in the region. 
C. Enable maintenance notifications for users, and reschedule maintenance activities to a
specific time after notifications have been sent. 
D. Configure your Cloud SQL instance with high availability enabled. 
 
Answer: A
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You are deploying a new Cloud SQL instance on Google Cloud using the Cloud SQL Auth
proxy. You have identified snippets of application code that need to access the new Cloud
SQL instance. The snippets reside and execute on an application server running on a
Compute Engine machine. You want to follow Google-recommended practices to set up
Identity and Access Management (IAM) as quickly and securely as possible. What should
you do?

 
A. For each application code, set up a common shared user account. 
B. For each application code, set up a dedicated user account. 
C. For the application server, set up a service account. 
D. For the application server, set up a common shared user account. 

 
Answer: B

 

 

You are the database administrator of a Cloud SQL for PostgreSQL instance that has
pgaudit disabled. Users are complaining that their queries are taking longer to execute and
performance has degraded over the past few months. You need to collect and analyze
query performance data to help identity slow-running queries. What should you do?

 
A. View Cloud SQL operations to view historical query information. 
B. White a Logs Explorer query to identify database queries with high execution times. 
C. Review application logs to identify database calls. 
D. Use the Query Insights dashboard to identify high execution times. 

 
Answer: D

 

 

You are evaluating Cloud SQL for PostgreSQL as a possible destination for your on-
premises PostgreSQL instances. Geography is becoming increasingly relevant to customer
privacy worldwide. Your solution must support data residency requirements and include a
strategy to:

 
configure where data is stored

 
control where the encryption keys are stored

 
govern the access to data 
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What should you do?
 
A. Replicate Cloud SQL databases across different zones. 
B. Create a Cloud SQL for PostgreSQL instance on Google Cloud for the data that does
not need to adhere to data residency requirements. Keep the data that must adhere to data
residency requirements on-premises. Make application changes to support both databases. 
C. Allow application access to data only if the users are in the same region as the Google
Cloud region for the Cloud SQL for PostgreSQL database. 
D. Use features like customer-managed encryption keys (CMEK), VPC Service Controls,
and Identity and Access Management (IAM) policies. 
 
Answer: C

 

 

Your organization is running a critical production database on a virtual machine (VM) on
Compute Engine. The VM has an ext4-formatted persistent disk for data files. The
database will soon run out of storage space. You need to implement a solution that avoids
downtime. What should you do?
 
A. In the Google Cloud Console, increase the size of the persistent disk, and use the
resize2fs command to extend the disk. 
B. In the Google Cloud Console, increase the size of the persistent disk, and use the fdisk
command to verify that the new space is ready to use 
C. In the Google Cloud Console, create a snapshot of the persistent disk, restore the
snapshot to a new larger disk, unmount the old disk, mount the new disk, and restart the
database service. 
D. In the Google Cloud Console, create a new persistent disk attached to the VM, and
configure the database service to move the files to the new disk. 
 
Answer: D

 

 

Your ecommerce website captures user clickstream data to analyze customer traffic
patterns in real time and support personalization features on your website. You plan to
analyze this data using big data tools. You need a low-latency solution that can store 8 TB
of data and can scale to millions of read and write requests per second. What should you
do?
 
A. Write your data into Bigtable and use Dataproc and the Apache Hbase libraries for
analysis. 
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B. Deploy a Cloud SQL environment with read replicas for improved performance. Use
Datastream to export data to Cloud Storage and analyze with Dataproc and the Cloud
Storage connector. 
C. Use Memorystore to handle your low-latency requirements and for real-time analytics. 
D. Stream your data into BigQuery and use Dataproc and the BigQuery Storage API to
analyze large volumes of data. 
 
Answer: B

 

 

Your customer has a global chat application that uses a multi-regional Cloud Spanner
instance. The application has recently experienced degraded performance after a new
version of the application was launched. Your customer asked you for assistance. During
initial troubleshooting, you observed high read latency. What should you do?
 
A. Use query parameters to speed up frequently executed queries. 
B. Change the Cloud Spanner configuration from multi-region to single region. 
C. Use SQL statements to analyze SPANNER_SYS.READ_STATS* tables. 
D. Use SQL statements to analyze SPANNER_SYS.QUERY_STATS* tables. 
 
Answer: B

 

 

Your customer is running a MySQL database on-premises with read replicas. The nightly
incremental backups are expensive and add maintenance overhead. You want to follow
Google-recommended practices to migrate the database to Google Cloud, and you need to
ensure minimal downtime. What should you do?
 
A. Create a Google Kubernetes Engine (GKE) cluster, install MySQL on the cluster, and
then import the dump file. 
B. Use the mysqldump utility to take a backup of the existing on-premises database, and
then import it into Cloud SQL. 
C. Create a Compute Engine VM, install MySQL on the VM, and then import the dump file. 
D. Create an external replica, and use Cloud SQL to synchronize the data to the replica. 

 
Answer: B
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Your organization operates in a highly regulated industry. Separation of concerns (SoC)
and security principle of least privilege (PoLP) are critical. The operations team consists of:
 
Person A is a database administrator.
 
Person B is an analyst who generates metric reports.
 
Application C is responsible for automatic backups.
 
You need to assign roles to team members for Cloud Spanner. Which roles should you
assign?
 
A.  
roles/spanner.databaseAdmin for Person A 
roles/spanner.databaseReader for Person B 
roles/spanner.backupWriter for Application C 
B.  
roles/spanner.databaseAdmin for Person A 
roles/spanner.databaseReader for Person B 
roles/spanner.backupAdmin for Application C 
C.  
roles/spanner.databaseAdmin for Person A 
roles/spanner.databaseUser for Person B 
roles/spanner databaseReader for Application C 
D.  
roles/spanner.databaseAdmin for Person A 
roles/spanner.databaseUser for Person B 
roles/spanner.backupWriter for Application C 
 
Answer: B

 

 

You are managing a Cloud SQL for MySQL environment in Google Cloud. You have
deployed a primary instance in Zone A and a read replica instance in Zone B, both in the
same region. You are notified that the replica instance in Zone B was unavailable for 10
minutes. You need to ensure that the read replica instance is still working. What should you
do?
 
A. Use the Google Cloud Console or gcloud CLI to manually create a new clone database. 
B. Use the Google Cloud Console or gcloud CLI to manually create a new failover replica
from backup. 
C. Verify that the new replica is created automatically. 
D. Start the original primary instance and resume replication. 
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