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Question No : 1 

Your client application submits a MapReduce job to your Hadoop cluster. Identify the Hadoop daemon on 

which the Hadoop framework will look for an available slot schedule a MapReduce operation.  

 

A. TaskTracker  

 

B. NameNode  

 

C. DataNode  

 

D. JobTracker  

 

E. Secondary NameNode  

 

Answer: D  

 

 

Question No : 2  

Given the following Hive commands:  

 

Which one of the following statements Is true?  

 

A. The file mydata.txt is copied to a subfolder of /apps/hive/warehouse  

 

B. The file mydata.txt is moved to a subfolder of /apps/hive/warehouse  

 

C. The file mydata.txt is copied into Hive's underlying relational database 0.  

 

D. The file mydata.txt does not move from Its current location in HDFS  

 

Answer: A  

 

 

Question No : 3  

You have just executed a MapReduce job. Where is intermediate data written to after being emitted from 

the Mapper’s map method?  
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A. Intermediate data in streamed across the network from Mapper to the Reduce and is never written to 

disk.  

 

B. Into in-memory buffers on the TaskTracker node running the Mapper that spill over and are written into 

HDFS.  

 

C. Into in-memory buffers that spill over to the local file system of the TaskTracker node running the 

Mapper.  

 

D. Into in-memory buffers that spill over to the local file system (outside HDFS) of the TaskTracker node 

running the Reducer  

 

E. Into in-memory buffers on the TaskTracker node running the Reducer that spill over and are written into 

HDFS.  

 

Answer: C  

 

 

Question No : 4 

In a MapReduce job, the reducer receives all values associated with same key. Which statement best 

describes the ordering of these values?  

 

A. The values are in sorted order.  

 

B. The values are arbitrarily ordered, and the ordering may vary from run to run of the same MapReduce 

job.  

 

C. The values are arbitrary ordered, but multiple runs of the same MapReduce job will always have the 

same ordering.  

 

D. Since the values come from mapper outputs, the reducers will receive contiguous sections of sorted 

values.  

 

Answer: B  

 

 

Question No : 5  

What is a SequenceFile?  

 

A. A SequenceFile contains a binary encoding of an arbitrary number of homogeneous writable objects.  

 

B. A SequenceFile contains a binary encoding of an arbitrary number of heterogeneous writable objects.  
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C. A SequenceFile contains a binary encoding of an arbitrary number of WritableComparable objects, in 

sorted order.  

 

D. A SequenceFile contains a binary encoding of an arbitrary number key-value pairs. Each key must be 

the same type. Each value must be same type.  

 

Answer: D  

 

 

Question No : 6  

Which Hadoop component is responsible for managing the distributed file system metadata?  

 

A. NameNode  

 

B. Metanode  

 

C. DataNode  

 

D. NameSpaceManager  

 

Answer: A  

 

 

Question No : 7  

All keys used for intermediate output from mappers must:  

 

A. Implement a splittable compression algorithm.  

 

B. Be a subclass of FileInputFormat.  

 

C. Implement WritableComparable.  

 

D. Override isSplitable.  

 

E. Implement a comparator for speedy sorting.  

 

Answer: C  

 

 

Question No : 8  

Consider the following two relations, A and B.  
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A Pig JOIN statement that combined relations A by its first field and B by its second field would produce 

what output?  

 

A. 2 Jim Chris 2 3 Terry 3 4 Brian 4  

 

B. 2 cherry 2 cherry 3 orange 4 peach  

 

C. 2 cherry Jim, Chris 3 orange Terry 4 peach Brian  

 

D. 2 cherry Jim 2 2 cherry Chris 2  3 orange Terry 3 4 peach Brian 4  

 

Answer: D  

 

 

Question No : 9  

Which describes how a client reads a file from HDFS?  

 

A. The client queries the NameNode for the block location(s). The NameNode returns the block location(s) 

to the client. The client reads the data directory off the DataNode(s).  

 

B. The client queries all DataNodes in parallel. The DataNode that contains the requested data responds 

directly to the client. The client reads the data directly off the DataNode.  

 

C. The client contacts the NameNode for the block location(s). The NameNode then queries the 

DataNodes for block locations. The DataNodes respond to the NameNode, and the NameNode redirects 

the client to the DataNode that holds the requested data block(s). The client then reads the data directly 

off the DataNode.  

 

D. The client contacts the NameNode for the block location(s). The NameNode contacts the DataNode 

that holds the requested data block. Data is transferred from the DataNode to the NameNode, and then 

from the NameNode to the client.  

 

Answer: A  
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Question No : 10  

In a large MapReduce job with m mappers and n reducers, how many distinct copy operations will there 

be in the sort/shuffle phase?  

 

A. mXn (i.e., m multiplied by n)  

 

B. n  

 

C. m  

 

D. m+n (i.e., m plus n)  

 

E. mn (i.e., m to the power of n)  

 

Answer: A  

 

 

Question No : 11  

Analyze each scenario below and indentify which best describes the behavior of the default partitioner?  

 

A. The default partitioner assigns key-values pairs to reduces based on an internal random number 

generator.  

 

B. The default partitioner implements a round-robin strategy, shuffling the key-value pairs to each reducer 

in turn. This ensures an event partition of the key space.  

 

C. The default partitioner computes the hash of the key. Hash values between specific ranges are 

associated with different buckets, and each bucket is assigned to a specific reducer.  

 

D. The default partitioner computes the hash of the key and divides that valule modulo the number of 

reducers. The result determines the reducer assigned to process the key-value pair.  

 

E. The default partitioner computes the hash of the value and takes the mod of that value with the number 

of reducers. The result determines the reducer assigned to process the key-value pair.  

 

Answer: D  

 

 

Question No : 12  

Examine the following Hive statements:  
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