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A company is using Amazon OpenSearch Service to analyze data. The company loads
data into an OpenSearch Service cluster with 10 data nodes from an Amazon S3 bucket
that uses S3 Standard storage. The data resides in the cluster for 1 month for read-only
analysis. After 1 month, the company deletes the index that contains the data from the
cluster. For compliance purposes, the company must retain a copy of all input data.
 
 
The company is concerned about ongoing costs and asks a solutions architect to
recommend a new solution.
 
 
Which solution will meet these requirements MOST cost-effectively?
 
 
A. Replace all the data nodes with UltraWarm nodes to handle the expected capacity.
Transition the input data from S3 Standard to S3 Glacier Deep Archive when the company
loads the data into the cluster. 
B. Reduce the number of data nodes in the cluster to 2 Add UltraWarm nodes to handle
the expected capacity. Configure the indexes to transition to UltraWarm when OpenSearch
Service ingests the data. Transition the input data to S3 Glacier Deep Archive after
1 month by using an S3 Lifecycle policy. 
C. Reduce the number of data nodes in the cluster to 2. Add UltraWarm nodes to handle
the expected capacity. Configure the indexes to transition to UltraWarm when OpenSearch
Service ingests the data. Add cold storage nodes to the cluster Transition the indexes from
UltraWarm to cold storage. Delete the input data from the S3 bucket after 1 month by using
an S3 Lifecycle policy. 
D. Reduce the number of data nodes in the cluster to 2. Add instance-backed data nodes
to handle the expected capacity. Transition the input data from S3 Standard to S3 Glacier
Deep Archive when the company loads the data into the cluster. 
 

Answer: B

Explanation: By reducing the number of data nodes in the cluster to 2 and adding

UltraWarm nodes to handle the expected capacity, the company can reduce the cost of

running the cluster. Additionally, configuring the indexes to transition to UltraWarm when

OpenSearch Service ingests the data will ensure that the data is stored in the most cost-

effective manner. Finally, transitioning the input data to S3 Glacier Deep Archive after 1

month by using an S3 Lifecycle policy will ensure that the data is retained for compliance

purposes, while also reducing the ongoing costs. 
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A company is developing and hosting several projects in the AWS Cloud. The projects are
developed across multiple AWS accounts under the same organization in AWS
Organizations. The company requires the cost lor cloud infrastructure to be allocated to the
owning project. The team responsible for all of the AWS accounts has discovered that
several Amazon EC2 instances are lacking the Project tag used for cost allocation.
 
Which actions should a solutions architect take to resolve the problem and prevent it from
happening in the future? (Select THREE.)
 
A. Create an AWS Config rule in each account to find resources with missing tags. 
B. Create an SCP in the organization with a deny action for ec2:Runlnstances if the Project
tag is missing. 
C. Use Amazon Inspector in the organization to find resources with missing tags. 
D. Create an IAM policy in each account with a deny action for ec2:RunInstances if the
Project tag is missing. 
E. Create an AWS Config aggregator for the organization to collect a list of EC2 instances
with the missing Project tag. 
F. Use AWS Security Hub to aggregate a list of EC2 instances with the missing Project tag. 
 

Answer: A,B,E

Explanation: https://docs.aws.amazon.com/config/latest/developerguide/config-rule-multi-

account-deployment.html 

https://docs.aws.amazon.com/config/latest/developerguide/aggregate-data.html 

https://docs.aws.amazon.com/organizations/latest/userguide/orgs_manage_policies_scps_

examples_tagging.html 

 

 

 

 

An enterprise company wants to allow its developers to purchase third-party software
through AWS Marketplace. The company uses an AWS Organizations account structure
with full features enabled, and has a shared services account in each organizational unit
(OU) that will be used by procurement managers. The procurement team's policy indicates
that developers should be able to obtain third-party software from an approved list only and
use Private Marketplace in AWS Marketplace to achieve this requirement . The
procurement team wants administration of Private Marketplace to be restricted to a role
named procurement-manager-role, which could be assumed by procurement managers
Other IAM users groups, roles, and account administrators in the company should be
denied Private Marketplace administrative access
 
What is the MOST efficient way to design an architecture to meet these requirements?
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A. Create an IAM role named procurement-manager-role in all AWS accounts in the
organization Add the PowerUserAccess managed policy to the role Apply an inline policy to
all IAM users and roles in every AWS account to deny permissions on the
AWSPrivateMarketplaceAdminFullAccess managed policy. 
B. Create an IAM role named procurement-manager-role in all AWS accounts in the
organization Add the AdministratorAccess managed policy to the role Define a permissions
boundary with the AWSPrivateMarketplaceAdminFullAccess managed policy and attach it
to all the developer roles. 
C. Create an IAM role named procurement-manager-role in all the shared services
accounts in the organization Add the AWSPrivateMarketplaceAdminFullAccess managed
policy to the role Create an organization root-level SCP to deny permissions to administer
Private Marketplace to everyone except the role named procurement-manager-role Create
another organization root-level SCP to deny permissions to create an IAM role named
procurement-manager-role to everyone in the organization. 
D. Create an IAM role named procurement-manager-role in all AWS accounts that will be
used by developers. Add the AWSPrivateMarketplaceAdminFullAccess managed policy to
the role. Create an SCP in Organizations to deny permissions to administer Private
Marketplace to everyone except the role named procurement-manager-role. Apply the SCP
to all the shared services accounts in the organization. 
 

Answer: C

Explanation: SCP to deny permissions to administer Private Marketplace to everyone

except the role named procurement-manager-role.

https://aws.amazon.com/blogs/awsmarketplace/controlling-access-to-a-well-architected-

private-marketplace-using-iam-and-aws-organizations/ 

 

This approach allows the procurement managers to assume the procurement-manager-role

in shared services accounts, which have the AWSPrivateMarketplaceAdminFullAccess

managed policy attached to it and can then manage the Private Marketplace. The

organization root-level SCP denies the permission to administer Private Marketplace to

everyone except the role named procurement-manager-role and another SCP denies the

permission to create an IAM role named procurement-manager-role to everyone in the

organization, ensuring that only the procurement team can assume the role and manage

the Private Marketplace. This approach provides a centralized way to manage and restrict

access to Private Marketplace while maintaining a high level of security. 

 

 

 

 

A company is designing an AWS Organizations structure. The company wants to
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standardize a process to apply tags across the entire organization. The company will
require tags with specific values when a user creates a new resource. Each of the
company's OUs will have unique tag values.
 
Which solution will meet these requirements?
 
A. Use an SCP to deny the creation of resources that do not have the required tags. Create
a tag policy that Includes the tag values that the company has assigned to each OU. Attach
the tag policies to the OUs. 
B. Use an SCP to deny the creation of resources that do not have the required tags. Create
a tag policy that includes the tag values that the company has assigned to each OU. Attach
the tag policies to the organization's management account. 
C. Use an SCP to allow the creation of resources only when the resources have the
required tags. Create a tag policy that includes the tag values that the company has
assigned to each OU. Attach the tag policies to the OUs. 
D. Use an SCP to deny the creation of resources that do not have the required tags. Define
the list of tags. Attach the SCP to the OUs 
 

Answer: A

Explanation: https://aws.amazon.com/blogs/mt/implement-aws-resource-tagging-strategy-

using-aws-tag-policies-and-service-control-policies-scps/ 

 

 

 

 

A company is planning to migrate its business-critical applications from an on-premises
data center to AWS. The company has an on-premises installation of a
 
Microsoft SQL Server Always On cluster. The company wants to migrate to an AWS
managed database service. A solutions architect must design a heterogeneous database
migration on AWS.
 
Which solution will meet these requirements?
 
A. Migrate the SQL Server databases to Amazon RDS for MySQL by using backup and
restore utilities. 
B. Use an AWS Snowball Edge Storage Optimized device to transfer data to Amazon S3.
Set up Amazon RDS for MySQL. Use S3 integration with SQL Server features, such as
BULK INSERT. 
C. Use the AWS Schema Conversion Tool to translate the database schema to Amazon
RDS for MeSQL. Then use AWS Database Migration Service (AWS DMS) to migrate the
data from on-premises databases to Amazon RDS. 
D. Use AWS DataSync to migrate data over the network between on-premises storage and
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✑

Amazon S3. Set up Amazon RDS for MySQL. Use S3 integration with SQL Server
features, such as BULK INSERT. 
 

Answer: C

Explanation: https://aws.amazon.com/dms/schema-conversion-tool/ 

 

AWS Schema Conversion Tool (SCT) can automatically convert the database schema from

Microsoft SQL Server to Amazon RDS for MySQL. This allows for a smooth transition of

the database schema without any manual intervention. AWS DMS can then be used to

migrate the data from the on-premises databases to the newly created Amazon RDS for

MySQL instance. This service can perform a one-time migration of the data or can set up

ongoing replication of data changes to keep the on-premises and AWS databases in sync. 

 

 

 

 

A solutions architect is investigating an issue in which a company cannot establish new
sessions in Amazon Workspaces. An initial analysis indicates that the issue involves user
profiles. The Amazon Workspaces environment is configured to use Amazon FSx for
Windows File Server as the profile share storage. The FSx for Windows File Server file
system is configured with 10 TB of storage.
 
The solutions architect discovers that the file system has reached its maximum capacity.
The solutions architect must ensure that users can regain access. The solution also must
prevent the problem from occurring again.
 
Which solution will meet these requirements?
 
A. Remove old user profiles to create space. Migrate the user profiles to an Amazon FSx
for Lustre file system. 
B. Increase capacity by using the update-file-system command. Implement an Amazon
CloudWatch metric that monitors free space. Use Amazon EventBridge to invoke an AWS
Lambda function to increase capacity as required. 
C. Monitor the file system by using the FreeStorageCapacity metric in Amazon
CloudWatch. Use AWS Step Functions to increase the capacity as required. 
D. Remove old user profiles to create space. Create an additional FSx for Windows File
Server file system. Update the user profile redirection for 50% of the users to use the new
file system. 
 

Answer: B

Explanation: 
It can prevent the issue from happening again by monitoring the file system with
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the FreeStorageCapacity metric in Amazon CloudWatch and using Amazon
EventBridge to invoke an AWS Lambda function to increase the capacity as
required. This ensures that the file system always has enough free space to store
user profiles and avoids reaching maximum capacity.

 
 

 

 

A company uses AWS Organizations for a multi-account setup in the AWS Cloud. The
company uses AWS Control Tower for governance and uses AWS Transit Gateway for
VPC connectivity across accounts.
 
In an AWS application account, the company's application team has deployed a web
application that uses AWS Lambda and Amazon RDS. The company's database
administrators have a separate DBA account and use the account to centrally manage all
the databases across the organization. The database administrators use an Amazon EC2
instance that is deployed in the DBA account to access an RDS database that is deployed
in the application account.
 
The application team has stored the database credentials as secrets in AWS Secrets
Manager in the application account. The application team is manually sharing the secrets
with the database administrators. The secrets are encrypted by the default AWS managed
key for Secrets Manager in the application account. A solutions architect needs to
implement a solution that gives the database administrators access to the database and
eliminates the need to manually share the secrets.
 
Which solution will meet these requirements?
 
A. Use AWS Resource Access Manager (AWS RAM) to share the secrets from the
application account with the DBA account. In the DBA account, create an IAM role that is
named DBA-Admin. Grant the role the required permissions to access the shared secrets.
Attach the DBA-Admin role to the EC2 instance for access to the cross-account secrets. 
B. In the application account, create an IAM role that is named DBA-Secret. Grant the role
the required permissions to access the secrets. In the DBA account, create an IAM role
that is named DBA-Admin. Grant the DBA-Admin role the required permissions to assume
the DBA-Secret role in the application account. Attach the DBA-Admin role to the EC2
instance for access to the cross-account secrets. 
C. In the DBA account, create an IAM role that is named DBA-Admin. Grant the role the
required permissions to access the secrets and the default AWS managed key in the
application account. In the application account, attach resource-based policies to the key to
allow access from the DBA account. Attach the DBA-Admin role to the EC2 instance for
access to the cross-account secrets. 
D. In the DBA account, create an IAM role that is named DBA-Admin. Grant the role the
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✑

required permissions to access the secrets in the application account. Attach an SCP to the
application account to allow access to the secrets from the DBA account. Attach the DBA-
Admin role to the EC2 instance for access to the cross-account secrets. 
 

Answer: B

Explanation:  
Option B is correct because creating an IAM role in the application account that
has permissions to access the secrets and creating an IAM role in the DBA
account that has permissions to assume the role in the application account
eliminates the need to manually share the secrets. This approach uses cross-
account IAM roles to grant access to the secrets in the application account. The
database administrators can assume the role in the application account from their
EC2 instance in the DBA account and retrieve the secrets without having to store
them locally or share them manually2

References: 1: https://docs.aws.amazon.com/ram/latest/userguide/what-is.html 2:
https://docs.aws.amazon.com/IAM/latest/UserGuide/tutorial_cross-account-with-roles.html 
3: https://docs.aws.amazon.com/kms/latest/developerguide/concepts.html :
https://docs.aws.amazon.com/secretsmanager/latest/userguide/tutorials_basic.html :
https://docs.aws.amazon.com/IAM/latest/UserGuide/introduction.html 
 
 
 
 

 

 

A company is building a software-as-a-service (SaaS) solution on AWS. The company has
deployed an Amazon API Gateway REST API with AWS Lambda integration in multiple
AWS Regions and in the same production account.
 
The company offers tiered pricing that gives customers the ability to pay for the capacity to
make a certain number of API calls per second. The premium tier offers up to 3,000 calls
per second, and customers are identified by a unique API key. Several premium tier
customers in various Regions report that they receive error responses of 429 Too Many
Requests from multiple API methods during peak usage hours. Logs indicate that the
Lambda function is never invoked.
 
What could be the cause of the error messages for these customers?
 
A. The Lambda function reached its concurrency limit. 
B. The Lambda function its Region limit for concurrency. 
C. The company reached its API Gateway account limit for calls per second. 
D. The company reached its API Gateway default per-method limit for calls per second. 
 

Answer: C
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Explanation: https://docs.aws.amazon.com/apigateway/latest/developerguide/api-

gateway-request-throttling.html#apig-request-throttling-account-level-limits 

 

 

 

 

 

 

 
A company has deployed its database on an Amazon RDS for MySQL DB instance in the
us-east-1 Region. The company needs to make its data available to customers in Europe.
The customers in Europe must have access to the same data as customers in the United
States (US) and will not tolerate high application latency or stale data. The customers in
Europe and the customers in the US need to write to the database. Both groups of
customers need to see updates from the other group in real time.
 
Which solution will meet these requirements?
 
A. Create an Amazon Aurora MySQL replica of the RDS for MySQL DB instance. Pause
application writes to the RDS DB instance. Promote the Aurora Replica to a standalone DB
cluster. Reconfigure the application to use the Aurora database and resume writes. Add
eu-west-1 as a secondary Region to the 06 cluster. Enable write forwarding on the DB
cluster. Deploy the application in eu-west-1. Configure the application to use the Aurora
MySQL endpoint in eu- west-1. 
B. Add a cross-Region replica in eu-west-1 for the RDS for MySQL DB instance. Configure
the replica to replicate write queries back to the primary DB instance. Deploy the
application in eu-west-1. Configure the application to use the RDS for MySQL endpoint in
eu-west-1. 
C. Copy the most recent snapshot from the RDS for MySQL DB instance to eu-west-1.
Create a new RDS for MySQL DB instance in eu-west-1 from the snapshot. Configure
MySQL logical replication from us-east-1 to eu-west-1. Enable write forwarding on the DB
cluster. Deploy the application in eu-west-1. Configure the application to use the RDS for
MySQL endpoint in eu-west-1. 
D. Convert the RDS for MySQL DB instance to an Amazon Aurora MySQL DB cluster. Add
eu-west-1 as a secondary Region to the DB cluster. Enable write forwarding on the DB
cluster. Deploy the application in eu-west-1. Configure the application to use the Aurora
MySQL endpoint in eu-west-1. 
 

Answer: D

Explanation:  

The company should use AWS Amplify to create a static website for uploads of media files.

The company should use Amplify Hosting to serve the website through Amazon
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CloudFront. The company should use Amazon S3 to store the uploaded media files. The

company should use Amazon Cognito to authenticate users. This solution will meet the

requirements with the least operational overhead because AWS Amplify is a complete

solution that lets frontend web and mobile developers easily build, ship, and host full-stack

applications on AWS, with the flexibility to leverage the breadth of AWS services as use

cases evolve. No cloud expertise needed1. By using AWS Amplify, the company can

refactor the application to a serverless architecture that reduces operational complexity and

costs. AWS Amplify offers the following features and benefits: 
Amplify Studio: A visual interface that enables you to build and deploy a full-stack
app quickly, including frontend UI and backend.
Amplify CLI: A local toolchain that enables you to configure and manage an app
backend with just a few commands.
Amplify Libraries: Open-source client libraries that enable you to build cloud-
powered mobile and web apps.
Amplify UI Components: Open-source design system with cloud-connected
components for building feature-rich apps fast.
Amplify Hosting: Fully managed CI/CD and hosting for fast, secure, and reliable
static and server-side rendered apps.

By using AWS Amplify to create a static website for uploads of media files, the company
can leverage Amplify Studio to visually build a pixel-perfect UI and connect it to a cloud
backend in clicks. By using Amplify Hosting to serve the website through Amazon
CloudFront, the company can easily deploy its web app or website to the fast, secure, and
reliable AWS content delivery network (CDN), with hundreds of points of presence
globally. By using Amazon S3 to store the uploaded media files, the company can benefit
from a highly scalable, durable, and cost-effective object storage service that can handle
any amount of data2. By using Amazon Cognito to authenticate users, the company can
add user sign-up, sign-in, and access control to its web app with a fully managed service
that scales to support millions of users3. 
The other options are not correct because: 

Using AWS Application Migration Service to migrate the application server to
Amazon EC2 instances would not refactor the application or accelerate
development. AWS Application Migration Service (AWS MGN) is a service that
enables you to migrate physical servers, virtual machines (VMs), or cloud servers
from any source infrastructure to AWS without requiring agents or specialized
tools. However, this would not address the challenges of overutilization and data
uploads failures. It would also not reduce operational overhead or costs compared
to a serverless architecture.
Creating a static website for uploads of media files and using AWS AppSync to
create an API would not be as simple or fast as using AWS Amplify. AWS
AppSync is a service that enables you to create flexible APIs for securely
accessing, manipulating, and combining data from one or more data sources.
However, this would require more configuration and management than using
Amplify Studio and Amplify Hosting. It would also not provide authentication
features like Amazon Cognito.
Setting up AWS IAM Identity Center (AWS Single Sign-On) to give users the ability
to sign in to the application would not be as suitable as using Amazon Cognito.
AWS Single Sign-On (AWS SSO) is a service that enables you to centrally
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manage SSO access and user permissions across multiple AWS accounts and
business applications. However, this service is designed for enterprise customers
who need to manage access for employees or partners across multiple resources.
It is not intended for authenticating end users of web or mobile apps.

References: 
https://aws.amazon.com/amplify/
https://aws.amazon.com/s3/
https://aws.amazon.com/cognito/
https://aws.amazon.com/mgn/
https://aws.amazon.com/appsync/
https://aws.amazon.com/single-sign-on/

 
 
 

 

 

A company needs to create and manage multiple AWS accounts for a number of
departments from a central location. The security team requires read-only access to all
accounts from its own AWS account. The company is using AWS Organizations and
created an account for the security team.
 
How should a solutions architect meet these requirements?
 
A. Use the OrganizationAccountAccessRole IAM role to create a new IAM policy with read-
only access in each member account. Establish a trust relationship between the IAM policy
in each member account and the security account. Ask the security team to use the IAM
policy to gain access. 
B. Use the Organization AccountAccessRole IAM role to create a new IAM role with read-
only access in each member account. Establish a trust relationship between the IAM role in
each member account and the security account. Ask the security team to use the IAM role
to gain access. 
C. Ask the security team to use AWS Security Token Service (AWS STS) lo call the
AssumeRole API tor the Organization AccountAccessRole IAM role in the management
account from the security account. Use the generated temporary credentials to gain
access. 
D. Ask the security team to use AWS Security Token Service (AWS STS) to call the
AssumeRole API for the Organization AccountAccessRole IAM role in the member account
from the security account. Use the generated temporary credentials to gain access. 
 

Answer: B

Explanation:

https://docs.aws.amazon.com/organizations/latest/userguide/orgs_manage_accounts_acce

ss.html#orgs_manage_accounts_access-cross-account-role "When you create a member
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account using the AWS Organizations console, AWS Organizations automatically creates

an IAM role named OrganizationAccountAccessRole in the account" you need

OrganizationAccountAccessRole in member account to create an read-only role and use

role from security team to assume this read-only role. 

 

 

 

 

A company has hundreds of AWS accounts. The company recently implemented a
centralized internal process for purchasing new Reserved Instances and modifying existing
Reserved Instances. This process requires all business units that want to purchase or
modify Reserved Instances to submit requests to a dedicated team for procurement.
Previously, business units directly purchased or modified Reserved Instances in their own
respective AWS accounts autonomously.
 
A solutions architect needs to enforce the new process in the most secure way possible.
 
Which combination of steps should the solutions architect take to meet these
requirements? (Choose two.)
 
A. Ensure that all AWS accounts are part of an organization in AWS Organizations with all
features enabled. 
B. Use AWS Config to report on the attachment of an IAM policy that denies access to the
ec2:PurchaseReservedInstancesOffering action and the ec2:ModifyReservedInstances
action. 
C. In each AWS account, create an IAM policy that denies the
ec2:PurchaseReservedInstancesOffering action and the ec2:ModifyReservedInstances
action. 
D. Create an SCP that denies the ec2:PurchaseReservedInstancesOffering action and the
ec2:ModifyReservedInstances action. Attach the SCP to each OU of the organization. 
E. Ensure that all AWS accounts are part of an organization in AWS Organizations that
uses the consolidated billing feature. 
 

Answer: A,D

Explanation:  

All features – The default feature set that is available to AWS Organizations. It includes all

the functionality of consolidated billing, plus advanced features that give you more control

over accounts in your organization. For example, when all features are enabled the

management account of the organization has full control over what member accounts can

do. The management account can apply SCPs to restrict the services and actions that

users (including the root user) and roles in an account can access.
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https://docs.aws.amazon.com/organizations/latest/userguide/orgs_getting-

started_concepts.html#feature-set 

 

 

 

 

A company has multiple business units that each have separate accounts on AWS. Each
business unit manages its own network with several VPCs that have CIDR ranges that
overlap. The company’s marketing team has created a new internal application and wants
to make the application accessible to all the other business units. The solution must use
private IP addresses only.
 
Which solution will meet these requirements with the LEAST operational overhead?
 
A. Instruct each business unit to add a unique secondary CIDR range to the business unit's
VPC. Peer the VPCs and use a private NAT gateway in the secondary range to route traffic
to the marketing team. 
B. Create an Amazon EC2 instance to serve as a virtual appliance in the marketing
account's VPC. Create an AWS Site-to-Site VPN connection between the marketing team
and each business unit's VPC. Perform NAT where necessary. 
C. Create an AWS PrivateLink endpoint service to share the marketing application. Grant
permission to specific AWS accounts to connect to the service. Create interface VPC
endpoints in other accounts to access the application by using private IP addresses. 
D. Create a Network Load Balancer (NLB) in front of the marketing application in a private
subnet. Create an API Gateway API. Use the Amazon API Gateway private integration to
connect the API to the NLB. Activate IAM authorization for the API. Grant access to the
accounts of the other business units. 
 

Answer: C

Explanation: With AWS PrivateLink, the marketing team can create an endpoint service to

share their internal application with other accounts securely using private IP addresses.

They can grant permission to specific AWS accounts to connect to the service and create

interface VPC endpoints in the other accounts to access the application by using private IP

addresses. This option does not require any changes to the network of the other business

units, and it does not require peering or NATing. This solution is both scalable and secure. 

 

https://aws.amazon.com/blogs/networking-and-content-delivery/connecting-networks-with-

overlapping-ip-ranges/ 
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A company is planning to store a large number of archived documents and make the
documents available to employees through the corporate intranet. Employees will access
the system by connecting through a client VPN service that is attached to a VPC. The data
must not be accessible to the public.
 
 
The documents that the company is storing are copies of data that is held on physical
media elsewhere. The number of requests will be low. Availability and speed of retrieval
are not concerns of the company.
 
 
Which solution will meet these requirements at the LOWEST cost?
 
 
A. Create an Amazon S3 bucket. Configure the S3 bucket to use the S3 One Zone-
Infrequent Access (S3 One Zone-IA) storage class as default. Configure the S3 bucket for
website hosting. Create an S3 interface endpoint. Configure the S3 bucket to allow access
only through that endpoint. 
B. Launch an Amazon EC2 instance that runs a web server. Attach an Amazon Elastic File
System (Amazon EFS) file system to store the archived data in the EFS One Zone-
Infrequent Access (EFS One Zone-IA) storage class Configure the instance security groups
to allow access only from private networks. 
C. Launch an Amazon EC2 instance that runs a web server Attach an Amazon Elastic
Block Store (Amazon EBS) volume to store the archived data. Use the Cold HDD (sc1)
volume type. Configure the instance security groups to allow access only from private
networks. 
D. Create an Amazon S3 bucket. Configure the S3 bucket to use the S3 Glacier Deep
Archive storage class as default. Configure the S3 bucket for website hosting. Create an
S3 interface endpoint. Configure the S3 bucket to allow access only through that endpoint. 
 

Answer: D

Explanation: The S3 Glacier Deep Archive storage class is the lowest-cost storage class

offered by Amazon S3, and it is designed for archival data that is accessed infrequently

and for which retrieval time of several hours is acceptable. S3 interface endpoint for the

VPC ensures that access to the bucket is only from resources within the VPC and this will

meet the requirement of not being accessible to the public. And also, S3 bucket can be

configured for website hosting, and this will allow employees to access the documents

through the corporate intranet. Using an EC2 instance and a file system or block store

would be more expensive and unnecessary because the number of requests to the data

will be low and availability and speed of retrieval are not concerns. Additionally, using

Amazon S3 bucket will provide durability, scalability and availability of data. 
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A company is developing a gene reporting device that will collect genomic information to
assist researchers with collecting large samples of data from a diverse population. The
device will push 8 KB of genomic data every second to a data platform that will need to
process and analyze the data and provide information back to researchers. The data
platform must meet the following requirements:
 
• Provide near-real-time analytics of the inbound genomic data
 
• Ensure the data is flexible, parallel, and durable
 
• Deliver results of processing to a data warehouse
 
Which strategy should a solutions architect use to meet these requirements?
 
A. Use Amazon Kinesis Data Firehose to collect the inbound sensor data, analyze the data
with Kinesis clients, and save the results to an Amazon RDS instance. 
B. Use Amazon Kinesis Data Streams to collect the inbound sensor data, analyze the data
with Kinesis clients, and save the results to an Amazon Redshift cluster using Amazon
EMR. 
C. Use Amazon S3 to collect the inbound device data, analyze the data from Amazon SOS
with Kinesis, and save the results to an Amazon Redshift cluster. 
D. Use an Amazon API Gateway to put requests into an Amazon SQS queue, analyze the
data with an AWS Lambda function, and save the results to an Amazon Redshift cluster
using Amazon EMR. 
 

Answer: B

Explanation:  

Kinesis Data Streams is a real-time streaming service and provide near-real-time analytics.

Also the question "Deliver results of processing to a data warehouse" and this option has

redshift cluster which is a powerful data warehousing solution that can handle large-scale

analytics workloads. 

 

 

 

 

 
A company is designing a new website that hosts static content. The website will give users
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the ability to upload and download large files. According to company requirements, all data
must be encrypted in transit and at rest. A solutions architect is building the solution by
using Amazon S3 and Amazon CloudFront.
 
 
Which combination of steps will meet the encryption requirements? (Select THREE.)
 
 
A. Turn on S3 server-side encryption for the S3 bucket that the web application uses. 
B. Add a policy attribute of "aws:SecureTransport": "true" for read and write operations in
the S3 ACLs. 
C. Create a bucket policy that denies any unencrypted operations in the S3 bucket that the
web application uses. 
D. Configure encryption at rest on CloudFront by using server-side encryption with AWS
KMS keys (SSE-KMS). 
E. Configure redirection of HTTP requests to HTTPS requests in CloudFront. 
F. Use the RequireSSL option in the creation of presigned URLs for the S3 bucket that the
web application uses. 
 

Answer: A,C,E

Explanation:  

Turning on S3 server-side encryption for the S3 bucket that the web application uses will

enable encrypting the data at rest using Amazon S3 managed keys (SSE-S3)1. Creating a

bucket policy that denies any unencrypted operations in the S3 bucket that the web

application uses will enable enforcing encryption for all requests to the bucket2.

Configuring redirection of HTTP requests to HTTPS requests in CloudFront will enable

encrypting the data in transit using SSL/TLS3. 

 

 

 

 

 

A company plans to refactor a monolithic application into a modern application designed
deployed or AWS. The CLCD pipeline needs to be upgraded to support the modem design
for the application with the following requirements
 
• It should allow changes to be released several times every hour.
 
* It should be able to roll back the changes as quickly as possible
 
Which design will meet these requirements?
 
A. Deploy a Cl-CD pipeline that incorporates AMIs to contain the application and their
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configurations Deploy the application by replacing Amazon EC2 instances 
B. Specify AWS Elastic Beanstak to sage in a secondary environment as the deployment
target for the CI/CD pipeline of the application. To deploy swap the staging and production
environment URLs. 
C. Use AWS Systems Manager to re-provision the infrastructure for each deployment
Update the Amazon EC2 user data to pull the latest code art-fact from Amazon S3 and use
Amazon Route 53 weighted routing to point to the new environment 
D. Roll out At application updates as pan of an Auto Scaling event using prebuilt AMIs. Use
new versions of the AMIs to add instances, and phase out all instances that use the
previous AMI version with the configured termination policy during a deployment event. 
 

Answer: B

Explanation: It is the fastest when it comes to rollback and deploying changes every hour 

 

 

 

 

A company is developing a new serverless API by using Amazon API Gateway and AWS
Lambda. The company integrated the Lambda functions with API Gateway to use several
shared libraries and custom classes.
 
 
A solutions architect needs to simplify the deployment of the solution and optimize for code
reuse.
 
 
Which solution will meet these requirements?
 
 
A. Deploy the shared libraries and custom classes into a Docker image. Store the image in
an S3 bucket. Create a Lambda layer that uses the Docker image as the source. Deploy
the API's Lambda functions as Zip packages. Configure the packages to use the Lambda
layer. 
B. Deploy the shared libraries and custom classes to a Docker image. Upload the image to
Amazon Elastic Container Registry (Amazon ECR). Create a Lambda layer that uses the
Docker image as the source. Deploy the API's Lambda functions as Zip packages.
Configure the packages to use the Lambda layer. 
C. Deploy the shared libraries and custom classes to a Docker container in Amazon Elastic
Container Service (Amazon ECS) by using the AWS Fargate launch type. Deploy the API's
Lambda functions as Zip packages. Configure the packages to use the deployed container
as a Lambda layer. 
D. Deploy the shared libraries, custom classes, and code for the API's Lambda functions to
a Docker image. Upload the image to Amazon Elastic Container Registry (Amazon ECR).
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Configure the API's Lambda functions to use the Docker image as the deployment
package. 
 

Answer: B

Explanation: Deploying the shared libraries and custom classes to a Docker image and

uploading the image to Amazon Elastic Container Registry (Amazon ECR) and creating a

Lambda layer that uses the Docker image as the source. Then, deploying the API's

Lambda functions as Zip packages and configuring the packages to use the Lambda layer

would meet the requirements for simplifying the deployment and optimizing for code reuse. 

A Lambda layer is a distribution mechanism for libraries, custom runtimes, and other

function dependencies. It allows you to manage your in-development function code

separately from your dependencies, this way you can easily update your dependencies

without having to update your entire function code. 

By deploying the shared libraries and custom classes to a Docker image and uploading the

image to Amazon Elastic Container Registry (ECR), it makes it easy to manage and

version the dependencies. This way, the company can use the same version of the

dependencies across different Lambda functions. 

By creating a Lambda layer that uses the Docker image as the source, the company can

configure the API's Lambda functions to use the layer, reducing the need to include the

dependencies in each function package, and making it easy to update the dependencies

across all functions at once. 
Reference:
 
AWS Lambda Layers documentation:
https://docs.aws.amazon.com/lambda/latest/dg/configuration-layers.html
 
AWS Elastic Container Registry (ECR) documentation: https://aws.amazon.com/ecr/
 
Building Lambda Layers with Docker documentation:
https://aws.amazon.com/blogs/compute/building-lambda-layers-with-docker/
 
 
 
 

 

 

 
A company that uses AWS Organizations allows developers to experiment on AWS. As
part of the landing zone that the company has deployed, developers use their company
email address to request an account. The company wants to ensure that developers are
not launching costly services or running services unnecessarily. The company must give
developers a fixed monthly budget to limit their AWS costs.
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✑

✑

✑

✑

✑

Which combination of steps will meet these requirements? (Choose three.)
 
 
A. Create an SCP to set a fixed monthly account usage limit. Apply the SCP to the
developer accounts. 
B. Use AWS Budgets to create a fixed monthly budget for each developer's account as
part of the account creation process. 
C. Create an SCP to deny access to costly services and components. Apply the SCP to the
developer accounts. 
D. Create an IAM policy to deny access to costly services and components. Apply the IAM
policy to the developer accounts. 
E. Create an AWS Budgets alert action to terminate services when the budgeted amount is
reached. Configure the action to terminate all services. 
F. Create an AWS Budgets alert action to send an Amazon Simple Notification Service
(Amazon SNS) notification when the budgeted amount is reached. Invoke an AWS Lambda
function to terminate all services. 
 

Answer: B,C,F

Explanation: 
Option A is incorrect because creating an SCP to set a fixed monthly account
usage limit is not possible. SCPs are policies that specify the services and actions
that users and roles can use in the member accounts of an AWS
Organization. SCPs cannot enforce budget limits or prevent users from launching
costly services or running services unnecessarily1
Option B is correct because using AWS Budgets to create a fixed monthly budget
for each developer’s account as part of the account creation process meets the
requirement of giving developers a fixed monthly budget to limit their AWS costs.
AWS Budgets allows you to plan your service usage, service costs, and instance
reservations. You can create budgets that alert you when your costs or usage
exceed (or are forecasted to exceed) your budgeted amount2
Option C is correct because creating an SCP to deny access to costly services
and components meets the requirement of ensuring that developers are not
launching costly services or running services unnecessarily. SCPs can restrict
access to certain AWS services or actions based on conditions such as region,
resource tags, or request time. For example, an SCP can deny access to Amazon
Redshift clusters or Amazon EC2 instances with certain instance types1
Option D is incorrect because creating an IAM policy to deny access to costly
services and components is not sufficient to meet the requirement of ensuring that
developers are not launching costly services or running services unnecessarily.
IAM policies can only control access to resources within a single AWS account. If
developers have multiple accounts or can create new accounts, they can bypass
the IAM policy restrictions. SCPs can apply across multiple accounts within an
AWS Organization and prevent users from creating new accounts that do not
comply with the SCP rules3
Option E is incorrect because creating an AWS Budgets alert action to terminate
services when the budgeted amount is reached is not possible. AWS Budgets alert
actions can only perform one of the following actions: apply an IAM policy, apply
an SCP, or send a notification through Amazon SNS. AWS Budgets alert actions
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✑

cannot terminate services directly.
Option F is correct because creating an AWS Budgets alert action to send an
Amazon SNS notification when the budgeted amount is reached and invoking an
AWS Lambda function to terminate all services meets the requirement of giving
developers a fixed monthly budget to limit their AWS costs. AWS Budgets alert
actions can send notifications through Amazon SNS when a budget threshold is
breached. Amazon SNS can trigger an AWS Lambda function that can perform
custom logic such as terminating all services in the developer’s account. This way,
developers cannot exceed their budget limit and incur additional costs.

References: 1:
https://docs.aws.amazon.com/organizations/latest/userguide/orgs_manage_policies_scps.
html 2: https://docs.aws.amazon.com/awsaccountbilling/latest/aboutv2/budgets-
create.html 3: https://docs.aws.amazon.com/IAM/latest/UserGuide/introduction.html :
https://docs.aws.amazon.com/cost-management/latest/userguide/budgets-actions.html :
https://docs.aws.amazon.com/sns/latest/dg/sns-lambda.html :
https://docs.aws.amazon.com/lambda/latest/dg/welcome.html 
 
 
 
 

 

 

A company has a critical application in which the data tier is deployed in a single AWS
Region. The data tier uses an Amazon DynamoDB table and an Amazon Aurora MySQL
DB cluster. The current Aurora MySQL engine version supports a global database. The
application tier is already deployed in two Regions.
 
Company policy states that critical applications must have application tier components and
data tier components deployed across two Regions. The RTO and RPO must be no more
than a few minutes each. A solutions architect must recommend a solution to make the
data tier compliant with company policy.
 
Which combination of steps will meet these requirements? (Choose two.)
 
A. Add another Region to the Aurora MySQL DB cluster 
B. Add another Region to each table in the Aurora MySQL DB cluster 
C. Set up scheduled cross-Region backups for the DynamoDB table and the Aurora
MySQL DB cluster 
D. Convert the existing DynamoDB table to a global table by adding another Region to its
configuration 
E. Use Amazon Route 53 Application Recovery Controller to automate database backup
and recovery to the secondary Region 
 

Answer: A,D
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✑

✑

✑

Explanation:  

The company should use Amazon Aurora global database and Amazon DynamoDB global

table to deploy the data tier components across two Regions. Amazon Aurora global

database is a feature that allows a single Aurora database to span multiple AWS Regions,

enabling low-latency global reads and fast recovery from Region-wide outages1. Amazon

DynamoDB global table is a feature that allows a single DynamoDB table to span multiple

AWS Regions, enabling low-latency global reads and writes and fast recovery from Region-

wide outages2. 

References: 
https://aws.amazon.com/rds/aurora/global-database/
https://docs.aws.amazon.com/amazondynamodb/latest/developerguide/globaltable
s_HowItWorks.html
https://aws.amazon.com/route53/application-recovery-controller/

 
 
 

 

 

A video processing company has an application that downloads images from an Amazon
S3 bucket, processes the images, stores a transformed image in a second S3 bucket, and
updates metadata about the image in an Amazon DynamoDB table. The application is
written in Node.js and runs by using an AWS Lambda function. The Lambda function is
invoked when a new image is uploaded to Amazon S3.
 
 
The application ran without incident for a while. However, the size of the images has grown
significantly. The Lambda function is now failing frequently with timeout errors. The function
timeout is set to its maximum value. A solutions architect needs to refactor the application’s
architecture to prevent invocation failures. The company does not want to manage the
underlying infrastructure.
 
 
Which combination of steps should the solutions architect take to meet these
requirements? (Choose two.)
 
 
A. Modify the application deployment by building a Docker image that contains the
application code. Publish the image to Amazon Elastic Container Registry (Amazon ECR). 
B. Create a new Amazon Elastic Container Service (Amazon ECS) task definition with a
compatibility type of AWS Fargate. Configure the task definition to use the new image in
Amazon Elastic Container Registry (Amazon ECR). Adjust the Lambda function to invoke
an ECS task by using the ECS task definition when a new file arrives in Amazon S3. 
C. Create an AWS Step Functions state machine with a Parallel state to invoke the
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Lambda function. Increase the provisioned concurrency of the Lambda function. 
D. Create a new Amazon Elastic Container Service (Amazon ECS) task definition with a
compatibility type of Amazon EC2. Configure the task definition to use the new image in
Amazon Elastic Container Registry (Amazon ECR). Adjust the Lambda function to invoke
an ECS task by using the ECS task definition when a new file arrives in Amazon S3. 
E. Modify the application to store images on Amazon Elastic File System (Amazon EFS)
and to store metadata on an Amazon RDS DB instance. Adjust the Lambda function to
mount the EFS file share. 
 

Answer: A,B

Explanation: A. Modify the application deployment by building a Docker image that

contains the application code. Publish the image to Amazon Elastic Container Registry

(Amazon ECR). - This step is necessary to package the application code in a container and

make it available for running on ECS. B. Create a new Amazon Elastic Container Service

(Amazon ECS) task definition with a compatibility type of AWS Fargate. Configure the task

definition to use the new image in Amazon Elastic Container Registry (Amazon ECR).

Adjust the Lambda function to invoke an ECS task by using the ECS task definition when a

new file arrives in Amazon S3. 

 

 

 

A company is building a call center by using Amazon Connect. The company’s operations
team is defining a disaster recovery (DR) strategy across AWS Regions. The contact
center has dozens of contact flows, hundreds of users, and dozens of claimed phone
numbers.
 
Which solution will provide DR with the LOWEST RTO?
 
A. Create an AWS Lambda function to check the availability of the Amazon Connect
instance and to send a notification to the operations team in case of unavailability. Create
an Amazon EventBridge rule to invoke the Lambda function every 5 minutes. After
notification, instruct the operations team to use the AWS Management Console to provision
a new Amazon Connect instance in a second Region. Deploy the contact flows, users, and
claimed phone numbers by using an AWS CloudFormation template. 
B. Provision a new Amazon Connect instance with all existing users in a second Region.
Create an AWS Lambda function to check the availability of the Amazon Connect instance.
Create an Amazon EventBridge rule to invoke the Lambda function every 5 minutes. In the
event of an issue, configure the Lambda function to deploy an AWS CloudFormation
template that provisions contact flows and claimed numbers in the second Region. 
C. Provision a new Amazon Connect instance with all existing contact flows and claimed
phone numbers in a second Region. Create an Amazon Route 53 health check for the URL
of the Amazon Connect instance. Create an Amazon CloudWatch alarm for failed health
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checks. Create an AWS Lambda function to deploy an AWS CloudFormation template that
provisions all users. Configure the alarm to invoke the Lambda function. 
D. Provision a new Amazon Connect instance with all existing users and contact flows in a
second Region. Create an Amazon Route 53 health check for the URL of the Amazon
Connect instance. Create an Amazon CloudWatch alarm for failed health checks. Create
an AWS Lambda function to deploy an AWS CloudFormation template that provisions
claimed phone numbers. Configure the alarm to invoke the Lambda function. 
 

Answer: D

Explanation: Option D provisions a new Amazon Connect instance with all existing users

and contact flows in a second Region. It also sets up an Amazon Route 53 health check for

the URL of the Amazon Connect instance, an Amazon CloudWatch alarm for failed health

checks, and an AWS Lambda function to deploy an AWS CloudFormation template that

provisions claimed phone numbers. This option allows for the fastest recovery time

because all the necessary components are already provisioned and ready to go in the

second Region. In the event of a disaster, the failed health check will trigger the AWS

Lambda function to deploy the CloudFormation template to provision the claimed phone

numbers, which is the only missing component. 

 

 

 

 

 
A company uses an on-premises data analytics platform. The system is highly available in
a fully redundant configuration across 12 servers in the company's data center.
 
 
The system runs scheduled jobs, both hourly and daily, in addition to one-time requests
from users. Scheduled jobs can take between 20 minutes and 2 hours to finish running and
have tight SLAs. The scheduled jobs account for 65% of the system usage. User jobs
typically finish running in less than 5 minutes and have no SLA. The user jobs account for
35% of system usage. During system failures, scheduled jobs must continue to meet SLAs.
However, user jobs can be delayed.
 
 
A solutions architect needs to move the system to Amazon EC2 instances and adopt a
consumption-based model to reduce costs with no long-term commitments. The solution
must maintain high availability and must not affect the SLAs.
 
 
Which solution will meet these requirements MOST cost-effectively?
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A. Split the 12 instances across two Availability Zones in the chosen AWS Region. Run two
instances in each Availability Zone as On-Demand Instances with Capacity Reservations.
Run four instances in each Availability Zone as Spot Instances. 
B. Split the 12 instances across three Availability Zones in the chosen AWS Region. In one
of the Availability Zones, run all four instances as On-Demand Instances with Capacity
Reservations. Run the remaining instances as Spot Instances. 
C. Split the 12 instances across three Availability Zones in the chosen AWS Region. Run
two instances in each Availability Zone as On-Demand Instances with a Savings Plan. Run
two instances in each Availability Zone as Spot Instances. 
D. Split the 12 instances across three Availability Zones in the chosen AWS Region. Run
three instances in each Availability Zone as On-Demand Instances with Capacity
Reservations. Run one instance in each Availability Zone as a Spot Instance. 
 

Answer: D

Explanation: By splitting the 12 instances across three Availability Zones, the system can

maintain high availability and availability of resources in case of a failure. Option D also

uses a combination of On-Demand Instances with Capacity Reservations and Spot

Instances, which allows for scheduled jobs to be run on the On-Demand instances with

guaranteed capacity, while also taking advantage of the cost savings from Spot Instances

for the user jobs which have lower SLA requirements. 

 

 

 

A financial services company in North America plans to release a new online web
application to its customers on AWS . The company will launch the application in the us-
east-1 Region on Amazon EC2 instances. The application must be highly available and
must dynamically scale to meet user traffic. The company also wants to implement a
disaster recovery environment for the application in the us-west-1 Region by using active-
passive failover.
 
Which solution will meet these requirements?
 
A. Create a VPC in us-east-1 and a VPC in us-west-1 Configure VPC peering In the us-
east-1 VPC. create an Application Load Balancer (ALB) that extends across multiple
Availability Zones in both VPCs Create an Auto Scaling group that deploys the EC2
instances across the multiple Availability Zones in both VPCs Place the Auto Scaling group
behind the ALB. 
B. Create a VPC in us-east-1 and a VPC in us-west-1. In the us-east-1 VPC. create an
Application Load Balancer (ALB) that extends across multiple Availability Zones in that
VPC. Create an Auto Scaling group that deploys the EC2 instances across the multiple
Availability Zones in the us-east-1 VPC Place the Auto Scaling group behind the ALB Set
up the same configuration in the us-west-1 VPC. Create an Amazon Route 53 hosted zone
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Create separate records for each ALB Enable health checks to ensure high availability
between Regions. 
C. Create a VPC in us-east-1 and a VPC in us-west-1 In the us-east-1 VPC. create an
Application Load Balancer (ALB) that extends across multiple Availability Zones in that
VPC Create an Auto Scaling group that deploys the EC2 instances across the multiple
Availability Zones in the us-east-1 VPC Place the Auto Scaling group behind the ALB Set
up the same configuration in the us-west-1 VPC Create an Amazon Route 53 hosted zone.
Create separate records for each ALB Enable health checks and configure a failover
routing policy for each record. 
D. Create a VPC in us-east-1 and a VPC in us-west-1 Configure VPC peering In the us-
east-1 VPC. create an Application Load Balancer (ALB) that extends across multiple
Availability Zones in Create an Auto Scaling group that deploys the EC2 instances across
the multiple Availability Zones in both VPCs Place the Auto Scaling group behind the ALB
Create an Amazon Route 53 host.. Create a record for the ALB. 
 

Answer: C

Explanation: it's the one that handles failover while B (the one shown as the answer

today) it almost the same but does not handle failover. 

 

 

 

 

A global media company is planning a multi-Region deployment of an application. Amazon
DynamoDB global tables will back the deployment to keep the user experience consistent
across the two continents where users are concentrated. Each deployment will have a
public Application Load Balancer (ALB). The company manages public DNS internally. The
company wants to make the application available through an apex domain.
 
 
Which solution will meet these requirements with the LEAST effort?
 
A. Migrate public DNS to Amazon Route 53. Create CNAME records for the apex domain
to point to the ALB. Use a geolocation routing policy to route traffic based on user location. 
B. Place a Network Load Balancer (NLB) in front of the ALB. Migrate public DNS to
Amazon Route 53. Create a CNAME record for the apex domain to point to the NLB's static
IP address. Use a geolocation routing policy to route traffic based on user location. 
C. Create an AWS Global Accelerator accelerator with multiple endpoint groups that target
endpoints in appropriate AWS Regions. Use the accelerator's static IP address to create a
record in public DNS for the apex domain. 
D. Create an Amazon API Gateway API that is backed by AWS Lambda in one of the AWS
Regions. Configure a Lambda function to route traffic to application deployments by using
the round robin method. Create CNAME records for the apex domain to point to the API's
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URL. 
 

Answer: C

Explanation: AWS Global Accelerator is a service that directs traffic to optimal endpoints

(in this case, the Application Load Balancer) based on the health of the endpoints and

network routing. It allows you to create an accelerator that directs traffic to multiple

endpoint groups, one for each Region where the application is deployed. The accelerator

uses the AWS global network to optimize the traffic routing to the healthy endpoint. 

By using Global Accelerator, the company can use a single static IP address for the apex

domain, and traffic will be directed to the optimal endpoint based on the user's location,

without the need for additional load balancers or routing policies. 
Reference:
 
AWS Global Accelerator documentation: https://aws.amazon.com/global-accelerator/
 
Routing User Traffic to the Optimal AWS Region using Global Accelerator documentation:
https://aws.amazon.com/blogs/networking-and-content-delivery/routing-user-traffic-to-the-
optimal-aws-region-using-global-accelerator/
 
 
 
 

 

 

A company is planning to migrate 1,000 on-premises servers to AWS. The servers run on
several VMware clusters in the company’s data center. As part of the migration plan, the
company wants to gather server metrics such as CPU details, RAM usage, operating
system information, and running processes. The company then wants to query and analyze
the data.
 
 
Which solution will meet these requirements?
 
 
A. Deploy and configure the AWS Agentless Discovery Connector virtual appliance on the
on-premises hosts. Configure Data Exploration in AWS Migration Hub. Use AWS Glue to
perform an ETL job against the data. Query the data by using Amazon S3 Select. 
B. Export only the VM performance information from the on-premises hosts. Directly import
the required data into AWS Migration Hub. Update any missing information in Migration
Hub. Query the data by using Amazon QuickSight. 
C. Create a script to automatically gather the server information from the on-premises
hosts. Use the AWS CLI to run the put-resource-attributes command to store the detailed
server data in AWS Migration Hub. Query the data directly in the Migration Hub console. 
D. Deploy the AWS Application Discovery Agent to each on-premises server. Configure
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✑

Data Exploration in AWS Migration Hub. Use Amazon Athena to run predefined queries
against the data in Amazon S3. 
 

Answer: D

Explanation: 
it covers all the requirements mentioned in the question, it will allow collecting the
detailed metrics, including process information and it provides a way to query and
analyze the data using Amazon Athena.

 
 
 
 

 

 

 
A solutions architect needs to define a reference architecture for a solution for three-tier
applications with web. application, and NoSQL data layers. The reference architecture
must meet the following requirements:
 
• High availability within an AWS Region
 
• Able to fail over in 1 minute to another AWS Region for disaster recovery
 
• Provide the most efficient solution while minimizing the impact on the user experience
 
Which combination of steps will meet these requirements? (Select THREE.)
 
A. Use an Amazon Route 53 weighted routing policy set to 100/0 across the two selected
Regions. Set Time to Live (TTL) to 1 hour. 
B. Use an Amazon Route 53 failover routing policy for failover from the primary Region to
the disaster recovery Region. Set Time to Live (TTL) to 30 seconds. 
C. Use a global table within Amazon DynamoDB so data can be accessed in the two
selected Regions. 
D. Back up data from an Amazon DynamoDB table in the primary Region every 60 minutes
and then write the data to Amazon S3. Use S3 Cross-Region replication to copy the data
from the primary Region to the disaster recovery Region. Have a script import the data into
DynamoDB in a disaster recovery scenario. 
E. Implement a hot standby model using Auto Scaling groups for the web and application
layers across multiple Availability Zones in the Regions. Use zonal Reserved Instances for
the minimum number of servers and On-Demand Instances for any additional resources. 
F. Use Auto Scaling groups for the web and application layers across multiple Availability
Zones in the Regions. Use Spot Instances for the required resources. 
 

Answer: B,C,E
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Explanation: The requirements can be achieved by using an Amazon DynamoDB

database with a global table. DynamoDB is a NoSQL database so it fits the requirements.

A global table also allows both reads and writes to occur in both Regions. For the web and

application tiers Auto Scaling groups should be configured. Due to the 1-minute RTO these

must be configured in an active/passive state. The best pricing model to lower price but

ensure resources are available when needed is to use a combination of zonal reserved

instances and on-demand instances. To failover between the Regions, a Route 53 failover

routing policy can be configured with a TTL configured on the record of 30 seconds. This

will mean clients must resolve against Route 53 every 30 seconds to get the latest record.

In a failover scenario the clients would be redirected to the secondary site if the primary site

is unhealthy. 

 

 

 

 

A company's solutions architect is reviewing a web application that runs on AWS. The
application references static assets in an Amazon S3 bucket in the us-east-1 Region. The
company needs resiliency across multiple AWS Regions. The company already has
created an S3 bucket in a second Region.
 
Which solution will meet these requirements with the LEAST operational overhead?
 
A. Configure the application to write each object to both S3 buckets. Set up an Amazon
Route 53 public hosted zone with a record set by using a weighted routing policy for each
S3 bucket. Configure the application to reference the objects by using the Route 53 DNS
name. 
B. Create an AWS Lambda function to copy objects from the S3 bucket in us-east-1 to the
S3 bucket in the second Region. Invoke the Lambda function each time an object is written
to the S3 bucket in us-east-1. Set up an Amazon CloudFront distribution with an origin
group that contains the two S3 buckets as origins. 
C. Configure replication on the S3 bucket in us-east-1 to replicate objects to the S3 bucket
in the second Region Set up an Amazon CloudFront distribution with an origin group that
contains the two S3 buckets as origins. 
D. Configure replication on the S3 bucket in us-east-1 to replicate objects to the S3 bucket
in the second Region. If failover is required, update the application code to load S3 objects
from the S3 bucket in the second Region. 
 

Answer: C

Explanation:

https://docs.aws.amazon.com/AmazonCloudFront/latest/DeveloperGuide/high_availability_

origin_failover.html 
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An education company is running a web application used by college students around the
world. The application runs in an Amazon Elastic Container Service (Amazon ECS) cluster
in an Auto Scaling group behind an Application Load Balancer (ALB). A system
administrator detected a weekly spike in the number of failed logic attempts. Which
overwhelm the application’s authentication service. All the failed login attempts originate
from about 500 different IP addresses that change each week. A solutions architect must
prevent the failed login attempts from overwhelming the authentication service. 
 
Which solution meets these requirements with the MOST operational efficiency? 
 
A. Use AWS Firewall Manager to create a security group and security group policy to deny
access from the IP addresses.  
B. Create an AWS WAF web ACL with a rate-based rule, and set the rule action to Block.
Connect the web ACL to the ALB.  
C. Use AWS Firewall Manager to create a security group and security group policy to allow
access only to specific CIDR ranges.  
D. Create an AWS WAF web ACL with an IP set match rule, and set the rule action to
Block. Connect the web ACL to the ALB.  
 

Answer: B

 

 

A retail company has structured its AWS accounts to be part of an organization in AWS
Organizations. The company has set up consolidated billing and has mapped its
departments to the following OUs: Finance. Sales. Human Resources <HR). Marketing,
and Operations. Each OU has multiple AWS accounts, one for each environment within a
department. These environments are development, test, pre-production, and production.
 
The HR department is releasing a new system thai will launch in 3 months. In preparation,
the HR department has purchased several Reserved Instances (RIs) in its production AWS
account. The HR department will install the new application on this account. The HR
department wants to make sure that other departments cannot share the Rl discounts.
 
Which solution will meet these requirements?
 
A. In the AWS Billing and Cost Management console for the HR department's production
account, turn off R1 sharing. 

Question No : 28
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